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Key Outcomes

• Leverage GCP Partnership and T7 to deliver value to 
DBG

• Enable DBG to grow Customer base by lowering 
financial and technical barriers

• Cloud-native enables fast and easy access with 
low latency

• Data Sharing at scale with global reach
• Advanced Agent and ML platform to enable delivery 

of new data products
• Enhanced Customer Value

• Advanced GCP Data Analytics and Machine 
Learning (e.g., Time Series Forecast Models)  

• Agentic First - MCP enable for Agents and LLMs
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Highlights

messages per 
second

data delivery delay to 
Big Query

70 000 3 sec
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data volume per 
minute peaks

4 GB



Architecture

Objective

▪ Store data in BigQuery

▪ Attract new client segments

Data flow

▪ NATS provides real time data stream

▪ Stream split into 83 parallel channels

▪ Channel processing it separated thread 

pipelines

▪ 600 – 900GB data volume daily

.
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Market Data and Order/Quote Routing for other CSP

T7 Trading System
Eurex, Xetra, EEX …

Simulation, Production

europe-west3

NATS cluster 

Compute Engines

Cloud 

Interconnect

DBG - Center Spoke VPC   

Architecture: Network Connectivity Center (NCC) Hub with Edge Spoke VPCs

Deutsche Börse Group, Eurex, Xetra, EEX, … DBG Clients

Cross

CSP

NCC

peering

Multicast Source

Com pute Engine

NATS cluster 

Compute Engines
NATS cluster 

Compute Engines
NATS cluster 

Compute Engines

Market Data Rcvr & 

Order/Quote Mgmt

Cross Cloud Connectivity established via:

- GCP: Partner Cross Cloud Interconnect

- AWS: Interconnect – multicloud

- Azure : Multicloud Interconnect

Private Subnet

Network 

Connectivity 

Center (NCC)

T7 Gateways

ETI LF, FIX LF...



T7 Service
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Ingest Service
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BQ Service
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Time profile

● NATS - few percent

● Storing to disk – 1/8

● Protobuf conversion – 1/8

● Upload ¾ of the time!
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Schema design

• 27 tables

• Partitioning - date column

• Clustering – market segment id, security id,       

            transact time columns

• Concurrent streaming writes from multiple 

threads
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Big Query tables “Order modify” table



Latency & Data organization

Latency

• End-to-end: < 3 seconds

• Dominant contributor: BigQuery ingestion

Data organization

• Raw dataset (internal)

• Views with 15 min delay

• Separate datasets (internal vs external)
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Data delivery via GCP BigQuery

Sharing

▪ Any GCP Customer

▪ Direct Dataset Access via BigQuery 

Sharing

▪ No data duplication

▪ We expose dataset, customer 

subscribes to it

Cost model

▪ Data storage - DBAG

▪ Query - customer

Benefits

▪ Globally Scalable distribution

▪ Simplified customer on-board

▪ Advanced Analytics capabilities

▪ ML modelling – Vertex AI

▪ Pre-trained models – Time Series 

Forecasting Mode

▪ Agentic enabled with MCP
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Data delivery via A7 python SDK

▪ Ready-to-Use Order Book Data

▪ No need to decode complex exchange messages or build custom 

parsers

▪ Instantly load reconstructed order books (L2/L3) with custom 

depth and time filters

▪ Access every single trade, tick, and message timestamp 

▪ Enterprise Python Engineering

▪ Synchronous, predictable execution with full static typing / IDE 

auto-completion

▪ Minimal footprint (lightweight HTTP client, no convoluted async 

loops)

▪ https://github.com/Deutsche-Boerse/a7  
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A7 Market Intelligence — Market Pulse Newsletter

▪ Transforms complex, order-by-order trading data into automated, easy-to-read market briefing

▪ BigQuery table Execution summary

▪ Weekly aggregation of the data with following figure:

▪ volume: Executed continuous contract quantities

▪ vwap: Volume-weighted average execution price

▪ high_px / low_px: Intra-period price extremes

▪ wow_pct: Week-on-week volume variations

▪ Uses ARIMA_PLUS statistical model

▪ Reads two weeks headlines

▪ Gemini 3.5 Flash 

▪ Jinja2 templates with html and text

▪ Final output

▪ Html format

▪ email 
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Accelerate AI Innovations 
with Vertex Managed AI Platform

Build and scale Models quickly by leveraging Vertex managed AI Platform 

with infrastructure, tools, and frameworks



Google Cloud Proprietary & Confidential

Connectors, Integrations, 

Automations, Workflows

Grounding/RAG on Web, 

Maps, and Enterprise Data

Agent Engine

Agent Development Kit (ADK)

Tool and model use Orchestration

Agent Garden

Enterprise, data and tools Discover, build, and deploy agents

Gemini models

Model Garden

MCP toolbox for Databases 

& Conversational Analytics

A2A, AP2, MCP, 

LangGraph, CrewAI, AG2, 

LangChain, LlamaIndex

Generative media models

Embeddings, task-specific 
models and APIs

Memory
Code exec & 
computer use 

Runtime Sessions

Agent Ops

Examples

Vertex AI for all your model and agent needs

AI Applications For business users

Open model MaaS

Partner model MaaS

Hugging Face & custom 
models

Govern & Orchestrate

Prototype and Experiment

Notebooks (with 
AI Assistance)

Vertex AI Studio

Customize and deploy

Build, deploy and manage models

Registry  
(Agent, Tool, Model)

Policy 
(A2A, MCP, LLM)

Logging, Tracing 

& Monitoring
Compl iance & 

Data Residency

Train & Fine 
Tune

Serv ing & 
Inference

Prompting
Evaluation 

Serv ice

Training

Ray on 
Vertex

Infrastructure 
AI Hypercomputer (GPUs and TPUs)

Data Cloud BigQuery Spark/Beam Dataplex Data Catalog

Safety and Model 
Armor

Evaluation & 

Simulations
Identity 

(Agent, user, IAM)

Google Cloud Agents Gemini Enterprise
Vertex AI Search for 

Commerce
Customer Engagement Suite

Security Command Center AI posture 
controls

OSS notebook 
scanner

AI 
vulnerabilities

AI threat 
detection

AI asset 
inventory

AI risk 
assessment



Vertex AI builds upon the best of Google Cloud

Flexible Consumption

Dynamic Workload Scheduler On Demand CUD Spot

Open Software

JAX, TensorFlow, PyTorch

Multislice Training, Multihost Inference, XLA

Google Kubernetes Engine & Compute Engine

Performance-Optimized Hardware

Compute 
(GPUs, TPUs, CPUs)

Storage
(Block, File, Object)

Networking
(OCS, Jupiter)

Intelligent Resource 
Optimization

High Flexibility, 
Usability, and 

Optionality

Exceptional 
Performance and 

E ciency

AI 
Hypercomputer

Vertex AI Platform
Notebooks, Training, & Inference

for Custom, OSS, & 3P MaaS

State-of-the-Art 
Models & Integrated 
Developer Platform



Vertex AI Training Cluster

Accelerate complex AI Training workloads

Open source Slurm UX and cluster transparency

Familiar, flexible tools to launch and manage jobs

Automated cluster setup and configuration

From reservation to production training in hours

Preconfigured data science recipes and workflows

Jumpstart your training with purpose-built tooling

Hardware resiliency boosts cluster uptime

Automatically resolve hardware issues to decrease cost



Launch a production cluster in minutes

● Use the console/CLI to 
launch a cluster

● Flexible Accelerator 
capacity consumption

● Preconfigured and 
performance optimized 
networking and storage



Slurm queues, 
launches, 
and manages jobs
optimized for 
performance and 
control

Worker nodes (e.g. GPU or TPU)

Head node
(CPU)

Job queue

1 2 4 3

1 1 1 1

1 1 1 1

2 2 4 4

2 2 4 4



Vertex AI Training Cluster with 

Resiliency

Worker nodes (e.g. GPU or TPU)

1 1 1 1

1 1 1 1

2 2 4 4

2 2 4 4

Spare node

X

X

X

X

X

X

X

X

● Hardware failure is inevitable and 
painful for distributed training

● Training is blocked due to failure

● Vertex AI training automatically 
handles failure

● Proactively check to avoid 
stoppages



Why Training Workloads on Vertex AI Serverless Training

NoOps AI Developer & Data 
Scientist centered experience

Pay only for compute that you use 

No infrastructure & K8s management

Pythonic SDK and UI support; Popular 
ML framework (PyTorch, Keras, 
XGBoost, TensorFlow, Ray) support

Built-in logging, MLOps 
Integration, & security

E2E MLOps suite to log, track and 
monitor training experiments, pipelines, 
and artifacts

Automatic hyperparameter tuning & 
insights with TF profiler.

VPC Peering, VPC Security Controls, 
Custom-managed-encryption keys, 
Identity and Access Management, Data 
Isolation

Capacity obtainability for NVIDIA 
GPUs & TPUs

NEW Access to your GCE reservations & 
CUDs.  One GCE reservation, use 
anywhere

Queueing for quota and capacity including 
NEW support for Dynamic Workload 
Scheduler 

NEW Long running persistent clusters for 
capacity assurance

Portable & No Lock-in: take your custom & OSS code code & containers anywhere

Built-in security & compliance: Ready for workloads in regulated industries - VPC-SC integration, CMEK, 
data residency requirements, private endpoints



Your opinion is important to us!

The survey can be filled using the following link or the attached QR code

Open Days Market Data Survey – Fill out form

https://forms.cloud.microsoft/Pages/ResponsePage.aspx?id=39wN4A8e5UujeolKRzGYao_YOeEc_XJCnbt1OFKjpPRUNUNLOEM4TTYxSlJZMTJSU0QzTlFLMFYwTC4u
https://forms.cloud.microsoft/Pages/ResponsePage.aspx?id=39wN4A8e5UujeolKRzGYao_YOeEc_XJCnbt1OFKjpPRUNUNLOEM4TTYxSlJZMTJSU0QzTlFLMFYwTC4u
https://forms.cloud.microsoft/Pages/ResponsePage.aspx?id=39wN4A8e5UujeolKRzGYao_YOeEc_XJCnbt1OFKjpPRUNUNLOEM4TTYxSlJZMTJSU0QzTlFLMFYwTC4u


Thank you! 

Ezra Natasha Gilbody

Jason Brown

Petr Lambersky

Deutsche Börse AG

Mergenthalerallee 61

65760 Eschborn

E-mail Ezra.Natasha.Gilbody@deutsche-boerse.com

jason.brown.ext@deutsche-boerse.com 

petr.lambersky@deutsche-boerse.com
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Thank you
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